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NIPS 2017 just wrapped up yesterday { what an outstanding conference. My head is absolutely
packed with new ideas, methods, and papers to read. This document contains notes I took during
the events I managed to make it to. Please feel free to distribute it and shoot me an email at
david_abel@brown.edu if you �nd any typos.

1 Conference Summary and Highlights

My personal highlights were:

1. John Platt's talk on the next 100 years of human civilization.1

2. Kate Crawford's talk on AI and bias.2

3. Ali Rahimi's test of time talk. 3 This had lots of conversation buzzing throughout the confer-
ence. In the second half, he presented some thoughts on the current state of machine learning
research, calling for more rigor in our methods. This was heavily discussed throughout the
conference, (most) folks supporting Ali's point (at least those I talked to), and a few others
saying that his point isn't grounded since some of the methods he seemed to be targeting
(primarily deep learning) work so well in practice. My personal take is that he wasn't nec-
essarily calling for theory to back up our methods so much asrigor . I take the call for rigor
to be a poignant one. I think it's uncontroversial to say that e�ective experimentation is a
good thing for the ML community. What exactly that entails is of course up for debate (see
next bullet).

4. Joelle Pineau's talk on Reproducibility in Deep RL. One experiment showed that two ap-
proaches, let's call themA and B , dominated one another on the exact same taskdepending
on the random seed chosen. That is, A achieved statistically signi�cant superior performance
over B with one random seed, while this dominance was 
ipped with a di�erent random seed.
I really like this work, and again take it to be at just the right time. Particularly in Deep
RL, where most results are of the form: \our algorithm did better on tasks X and Y".

Overall my sense is that the Deep Learning hype has settled to an appropriate level. There's of
course loads of excitement about new methods and applications, but we're no longer seeing the over
saturation of papers tackling the same thing (except perhaps GAN and Deep RL architectures).
The Deep Learning work has found its role in the broader context of ML.

A few papers I'm excited about reading, most from this NIPS but a few that popped up from
conversation:

� Dijk et al. [16]: Information theory and RL.

� Solway et al. [48]: Bayesian model selection for learning good/optimal hierarchies.

� Teh et al. [50]: Robust multitask RL.

1 Includes opening remarks: https://www.youtube.com/watch?v=L1jLpkvKPh0
2https://www.youtube.com/watch?v=fMym_BKWQzk
3https://youtu.be/Qi1Yry33TQE
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� Harutyunyan et al. [31]: Best paper from the Hierarchical RL workshop. Looks at �nding
terminal conditions for options that are o� policy and prove this enables the right kind of
trade o�s.

� Had�eld-Menell et al. [30]: Attacks the problem of how to specify reward functions that elicit
the right kind of behavior.

� Dann et al. [14]: Presents a unifying framework for the PAC-MDP criterion and regret in
RL. Basically each of these methods of evaluation have some issues, so they introduce the
\uniform-PAC" criterion which overcomes some of these issues (an algorithm is uniform PAC
if it holds for all " ).

� Kaufmann and Koolen [32]: Focuses on a problem that sits in between full RL and bandits.

� Finn et al. [21]: Some of the Meta-Learning (for RL) work from Chelsea Finn and colleagues.

� Swaminathan et al. [49]: O� policy evaluation for contextual bandits with a structural as-
sumption on the arms (each arm is an ordered set of preferences).

� Andrychowicz et al. [3]: The Hindsight Experience Replay (HER) paper. Looks at how to
make the most of previous data in RL to be more sample e�cient.

� Amin et al. [2]: Looks at a repeated variation of Inverse RL.

� Nagarajan and Zico Kolter [38]: Advances new theory on the stability of training GANs.

2 Monday

First, tutorials.

2.1 Tutorial: Deep Probablistic Modeling w/ Gaussian Processes

The speaker is Neil Lawrence.4

Big question: How do we approximate the full Gaussian Process (GP) problem?

Some references to take a look at for more on GPs:

� Deep Gaussian Processes and Variational Propagataion of uncertainty Damianou [13].

� A GP review [12].

A nice observation: GPs are extraordinarily mathematical elegant but algorithmically ine�cient.
Conversely, neural networks are not mathematically elegant but are algorithmically e�cient. So
how about a hybrid that takes the nice parts of each?

He actually suggested a method to integrate out all of the input/outputs of a deep neural network
that then translates a neural network into a Gaussian Process.This is the idea of a deep GP.We

4https://www.youtube.com/watch?v=NHTGY8VCinY
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form our distribution over the functions implemented by the network.

Mathematically, then, a Deep GP is just a composite multivariate function:

g(x) = f 5(f 4(f 3(f 2(f 1(x))))) : (1)

So why write this down? His point was that its important that we express the process we're
interested in as a composite one consisting of smaller, more tractable processes.
So, why deep?

� GPs give priors over functions

� Elegant: derivatives of process are also Gaussian distributed

� For some covariance functions they are universal approximators

� Gaussian derivatives might ring alarm bells

� a priori They don't believe in function `jumps'.

Question: how deep are deep GPs? Why? The paper here [19] takes a stab at answering them.
Some application of these techniques [43].

Takeaway : Deep Learning already does supervised learning for text/vision very well. GPs
shouldn't try to do those. They should do other things, like Uncertainty Quanti�cation.

2.2 Tutorial: Reverse Engineering Intelligence

Next up, Josh Tenenbaum is giving a talk on reverse engineering intelligence from human behavior.5

Paper from Warneken and Tomasello [55] on emergent helping behavior in infants. He showed a
video where a baby comes over and helps an adult without being told to do so. Cute!

Goal : Reverse-engineering common sense.

Tool: probabilistic programs. Models that can generate next states of the worlds that act as an
approximate \game engine in your head" is really powerful. Potentially the piece missing. A mix-
ture of intuitive physics and intuitive psychology.

Engineering common sense with probabilistic programs:

� What? Modeling programs (game engine in your head).

� How? Meta-programs for inference and model building, working at multiple timescales, trad-
ing o� speed, reliability, and 
exibility.

5https://www.youtube.com/watch?v=g1BfXFx61Ss
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Lots of di�erent systems working over di�erent time scales: Perception, Thinking, Learning, De-
velopment, Evolution (from milliseconds to minutes to lifetimes).

Paper: The intuitive physics engine [7]. The idea is to use Monte Carlo like simulations from a
probabilistic intuitive physics engine to make inferences about properties of the world. For instance,
we particular tower of blocks might more often lead to the tower falling in simulation, we ascribe
the property of \unstable" to the tower.

A separate paper focuses on a similar problem but tries to use a CNN tolearn the intuitive physics
engine (\PhysNet"). Training (on 200,000 images!) on simulated data it was able to transfer to
real colored blocks.

Conversely, the intuitive physics engine can answer questions about complex compositional predi-
cates in scenes. Can transfer language directly into simulations.

Task: What if a table is bumped hard enough to knock blocks o� a table? There are two types of
blocks, red and yellow. We saw di�erent con�gurations of blocks and answered which type might
fall o�. Really cool demo!

Question: How might neural networks come in to the intuitive physics paradigm? Some of his
papers that focus on this: Neural Scene De-rendering [58], De-animation [57]. Uses these to do
some really cool physics predictions. Can also answer questions like \what if X happened?".

Another paper that explores something similar, but evaluates an agent planning Baker et al. [5].
Presented some follow up work (in prep) where we try to infer what an agent is doing based on a
snapshot of behavior.

At the end, Josh talked about learning for a bit and how it �ts into this picture. When Josh says
\learning", he means \program learning programs". He showcased a cool testbed of handwritten
omniglot characters based on MNIST [35], and described a probabilistic program technique for
learning compositional programs that learn to recognize and write characters. Ultimately this is
just Bayesian Inference: �nd the program that would have generated these characters.

Ultimate Learning Goal: Rapid Learning of rich concepts (like language, tools, cultural symbols,
skills).

Big picture, cogsci/psych tell us that learning is much more about modeling the world, and acquiring
commonsense understanding. Program synthesis gives us a path to study these.

Takeaway: Learning can/is/should be cast as programming the game engine of your life.
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2.2.1 Part Two: Implementing These Ideas

Vikash Mansinghka is giving a talk that follows up on Josh's with an emphasis on how we can
actually implement a lot of the core principles introduced.

Probabilistic Programming can be boiled down to two technical ideas:

1. Probabilistic models can be represented using programs that make stochastic choices

2. Operations on models such as learning and inference can be represented as meta-programs
that �nd probable executions of model programs given constraints on their execution traces.

He's basically going over how to write probabilistic programs. Summary of languages:

Language Specialty

BLOG, ProbLog Logic and Probability
Figaro Infer.NET Embedded
Stan, LibBi, PyMC Bayesian Stats
Church WebPPL Automatic Inference
Edward Pyro ProbTorch Deep Learning Support

Choosing the right inference strategy is really important; sometimes the wrong inference strategy
will do poorly even with a big computational budget.

This work culminated in the Automatic Statistician [25], which tackles the problem of going from
data to a probabilistic program that generates the data.

The code is actually pretty simple. He showed two blocks of code, each of which was about 5 or
so lines, that carry out the simulation and prediction. Really cool! In a table he showed that the
core of the code was 70 lines, compared to 4000 lines in a non-probabilistic program implementation.

Next up: inferring goals from action via inverse planning [5]. Had some cool examples where prob-
abilistic programs infer goals based on behavior.

Now we're looking at how to get to full on scene understanding from 2d images. These techniques
are explored by their 2015 paper [33].

Future directions:

1. Integration of probabilistic programming and deep learning.

2. Optimized platforms for scene understanding

3. Scaling up from perception to thinking, learning, and development.

Question: What techniques can get us there?

� Meta-languages: might allow composition or transfer across inference strategies or models.

� Monte Carlo Techniques: fast run time for MC.
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Takeaway: Probabilistic programs are a really powerful (but simple!) tool for complex infer-
ence and prediction tasks.

2.3 NIPS 2017 Welcome

General Chairs: Icabelle Guyon and Ulrike von Luxburg

New this year: competition track. Five tracks and the art contest:

1. Conversational Intelligence

2. Human-computer Quiz Bowl

3. Learning to run

4. Personalized medicine

5. Adversarial attacks and defense

6. DeepArt context

Best Papers:

1. Safe and nested subgoal solving for imperfect-information Games by Noam Brown and Tuomas
Sandholm

2. A Linear-Time Kernel Goodness of Fit-Test by Jitkrittum, Xu, Szabo, Fukumizu, Gretton.

3. Variance-Bases Regularization with Convex Objectives by Namkoong, Ducci.

Test of time award:Random Features for Large-Scale Kernel Machines by Ali Rahimi and Benjamin
Recht (NIPS 2007).

2.3.1 Statistics about the Conference

Used a mixed-integer linear program to assign papers to reviewers, and reviewers to area chairs.
Reviewer Constraints:

� No con
icts of interest

� Maximize positive bids and minimize negative bids

� No more than 2 reviewers from any institution on any paper

� No more than 6 papers per reviewer

� No more than 18 papers per area chair

� No more than 8 area chairs per senior area chair
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Total Registration 8000 (vs. 5000 last year)
Tracks 2

Submissions 3240 (vs. 2500 last year)
Subject Areas 156 (150% increase)
Top Area: Algorithms (900), Deep Learning (600), Applications (600)

Unique Authors 7,844
Author demographics 90% men, 10% women
More Industry 12%, 88% Academic

Reviewers 2093
Area Chairs 183
Reviews 9847
Acceptances 679
Acceptance Rate 21%
Orals 40
Spotlights 112
Posters 527

Paper on arXiv? 43% Yes
Reviewer saw on arXiv? 10% Yes
Not Posted Acceptance? If not online, 15% accepted
Posted Acceptance? If online, 29% accepted
Reviewer saw online If reviewer saw, 35%

2.4 Keynote: John Platt on the next 100 years of Human Civilization

Goal: Want to live in a world in which every person on earth can use as much energy as a US
resident does today. Because energy is a necessary condition for a high standard of living.

Total power consumed has increased 2.2% per year throughout human history. If we extrapolate,
we'll be using 113 TW, which is the US power rate for 11.2 billion people.

Point: Human civilization requires tremendous power. In 2017, Human civilization uses 1 Mount
St. Helens' eruption every 93 minutes. By 2100, we'll use 1 Mount St. Helen's every 15 minutes.

We'll need 0.2 YottaJoule, which is \alotta Joules". It's enough energy to boil o� the Great Lakes
3.4 times over. 0.2 YJ is the amount of energy consumed by humans so far.

Point : Wow we need a lot of energy.

Question : Can we use existing technology to cover 0.2 YJ? Maybe. How about any of our existing
methods, like:

� Fossil fuels? Nope! They won't scale. Rise in global mean temp is too high, so, we can only
supply 8% of next 100 years of energy,max .
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� How about solar? wind? �ssion? carbon?

The point: Zero-carbon energy is electricity. Electricity has a particular economic structure:

{ Capacity costs: building the plant, salaries, and so on. These are measured in terms of
$ per peak power.

{ Output costs: fuel costs, maintenance, and so on. Cost here is $ per unit energy out.

{ So: the utilization of the plant gives you:

Capacity costs
Utilization

+ Output Costs (2)

{ So it's less expensive to run your plant all the time. If you run it less often, you amortize
the cost of your capital across many Joules.

{ You can also waste the output of a plant. This happens with variable of sources like
wind/solar. Trouble is: gap between solar generation and demand. Maybe you triple
capacity of solar. Sometimes this will result in wasted energy.

Conclusion: Utilization is critical, and must take into account all sources of energy, like
variable sources (solar, hydro, natural gas, etc.). As you increase the amount of variable
generalization, you get lower utilization, and so you increase the cost of your energy.

So we have to evaluate these techniques in a holistic way, as in Platt et al. [40].
Assumptions about the future (from the paper above):

� Solar power cost decreases by 60%

� Storage cost goes down by 30%

� Natural gas goes up 120%

� High voltage DC lines to ship renewable energy across US

Question for the model: compute marginal system cost for renewables.
Natural gas: 4 cents / kW hour. If you've already built the plant, then it's only 2 cents / kW hour.

Point: So, if you use more and more renewables, you start to incur these extra costs (discussed
above). Particularly as you get to around 0.8 usage.

Bottom Line:

� Renewables are competitive up to 40% of electrical demand

� Renewables can't compete with paid-o� fossil fuel pants

� Renewables can't replace industrial heat

So, we can use lots of renewables, but not all. Dave: I want to hear/research more about this point.
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2.4.1 Radical Research into Zero-Carbon Energy

One idea: Fusion Energy. Fusion is why the sun shines. At sun's core, atoms become plasma.
Lots of temperature (15k Kelvin?) and lots of pressure (250 billion atmospheres). Under these
conditions, energy is released. If we can harness this process, we'd need 6km3 of ocean to get to
our 0.2YJ.

Fusion energy has been pursued for 70 years. Lots of ideas for fusion, but basically it's insanely dif-
�cult. Google working with a company called TAE, specializes in a plasma architecture called FRC.

Metric for fusion success:

Q =
Eout

E in
(3)

The goal is to get to breakeven, where Q > 1. The highest achieved so far isQ = 0 :67. What we
really need is to do better than the renewable cost: this is whenQ > 5.

Criterion for Q = 1. The triple product:

nTion � � C (4)

Where n is the number of nuclei per unit volume, Tion is the temperature of nuclei, � is the con-
�nement time, C is some constant that depends on fuel cycle, plasma, and so on.

This leads us to a scaling law, where� has to be long enough, andT has to be hot enough.
Preliminary data suggests that FRC scales really well: higher electron temperature, the lower your
heat loss rate.

2.4.2 Machine Learning for Fusion

Project one: Norma has thousands of parameters, like:

� How much plasma?

� What ionization voltage?

� Voltage and timings of coils?

� And more...

And, some parameter settings harm the machine. So it's both a constrained optimization problem
and an exploration problem.

Innovation: MCMC with human preferences, where physicists and accept or reject and do new
exploration. This is all summarized in this paper: Baltz et al. [6].

Project Two: Debugging Plasma w/ Inference.
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Experiments can go wrong! And they want to �gure out why. they have some sensors available
like magnetic sensors, video camera, and so on.

Goal: Infer hidden state of the plasma (position, shape, and state), based on the sensor data. Use
a prior over plasma state. Then do variational inference! ELBO! Wowza. Cool.

John's question for the audience: Are there other projects like this?
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3 Tuesday

The test of time talk from Ali Rahimi was split in half: the second half entirely dedicated to
poignant commentary about the current state of ML, and deep learning in particular. This chunk
of the talk is available here.6

Basically, Ali suggested that ML is the new alchemy. That is, we're moving in a bad direction that
misses good, simple, explanatory models, experiments, and theory.

His main call was for simplicity: \Simple experiments and simple theorems are the building blocks
that help us understand complicated systems. Dave: Love it!

Next up: Kate Crawford!

3.1 Kate Crawford: The Trouble with Bias

Kate is amazing! Today she's talking about bias in AI/ML.

Claim: The rise of machine learning might be as big as the rise of computers. Dave: Sure!

Lots of high pro�le news stories about bias. For instance, Google's NLP service was labeling things
like `gay' as negative, and \white power" as positive. Maps of Amazon fresh availability look eerily
similar to 1930s segregation maps.

One of the most famous articles was \Machine Bias: There's software across the country to predict
future criminals, and it's biased against blacks."7.

Mustafa S.: \Because of the scale of these systems, they can be hitting 1-2 billion users per day.
That means the costs of getting it wrong are very high."

Kate: \When we consider bias as purely a technical problem, we are already missing a big part of
the picture".

Talk today:

1. What is bias?

2. Harms of allocation (where we are now)

3. Harms of representation (what we're missing)

4. Politics of classi�cation (the big picture)

5. What can we do?
6https://youtu.be/Qi1Yry33TQE?t=660
7https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
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So, what is bias? Bias means judgment based on preconceived notions or prejudices as opposed
to facts and evidence. This notion of bias is really hard to avoid in pure Machine Learning terms.
We can have an unbiased system producing a biased system in a legal/social sense.

Where does bias in ML come from? Lots of places! Sometimes the training data was constructed
poorly. For instance: Stop and frisk (from 2006). 4.5 million(ish) people were stopped on suspicion
of being criminals. 83% of people stopped were hispanic or black. The social scientists came in and
suggested that the practices of the police o�cers was itself highly biased.

The Problem with Bias : a main distinction in studies of bias is about allocation as opposed
to representational bias. Allocation is immediate and easily quanti�able, whereas representation is
long term and di�cult to formalize. So, allocative harms have been focused on previously. A few
examples/types of these sorts of harms:

� Stereotype: Google translate: translate \O bir hemsire, O bir doktor" (from Turkish) into
English, they translate into \She is a nurse, He is a doctor", even though the Turkish language
is gender neutral.

� Representational harms: Cameras mischaracterize asian faces as blinking, can't recognize
people with darker skin colors.

� Denigration harms: if you type in \jews should" to Google, the auto-complete was \be wiped
out".

From a paper by Kate and her colleagues, they suggest some technical responses, including im-
proving accuracy, blacklisting certain methods/data, scrubbing data sets to neutral, being aware
of demographics.

Aristotle: \natural classi�cation". Go out into the �eld, observe, and conclude.

John Wilkins, founding member of Royal Society, published a book that classi�ed the universe into
40 categories during the enlightenment. Wilkins shows the popularity oflanguageas a means of
classifying.

Kate: \The world of classi�cation will always be a result of culture." Follow up: \Data sets re
ect
the hierarchy of the world in which they are collected...".

Kate Q: What would it look like to make a visual/encyclopedia of machine learning? Her and her
colleagues made one (I'll add the image later). These systemic choices are often cultural, and more
importantly, arbitrary. Another example: Wang and Kosinsky paper detecting sexual orientation
from images [54].

In conclusion, we should do three things:

1. Need to start working on fairness forensics.

2. Really start taking interdisciplinary research seriously.
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Figure 1: A Snapshot from the Encyclopedia of Machine Learning

3. Think harder about the ethics of classi�cation.

Trump is asking the ML community to write software to do screening at the border. So,
the question is: are there some things we shouldn't build? And how should we answer that
question?

Takeaway: Bias is a highly complex issue that permeates every aspect of machine learning.
We have to ask: who is going to bene�t from our work, and who might be harmed? To put
fairness �rst, we must ask this question.

3.2 Best Paper Talk: Safe and Nested Subgame Solving for Imperfect Informa-
tion Games [11]

Focus: Imperfect-Information games like poker where information is hidden. Poker is the variant
that has been established as the core baseline of the area. 10161 decision points. Libratus:

� 120,000 hands over 20 days in January 2017

� Libratus beat top humans in this game. 147 mbb/hand.

� p-value of 0.0002

� Each human lost a lot to Libratus.
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Q: Why are imperfect information games so hard?

Answer: Because an optimal strategy for a subgame cannot be determined.

Their strategy emphasizesexploitability. AlphaGo and OpenAI's Dota bot both su�er by leaving
open lots of paths to take advantage of the AI's weaknesses. Conversely, exploitability is a theo-
retical property that ensures safe distance from a losing strategy.

They introduce several new results that lower exploitability by a huge factor:

1. Safe subgame solving

2. Reach subgame solving

3. Nested subgame solving

Takeaway: They beat humans at no-limit heads up poker. The innovation is to focus on
variants of subgame solving that lead to lower exploitability.

3.3 Theory Spotlights

3.3.1 Bandit Optimization

Problem: generalization of multi-armed bandits to a full on optimization problem.

You have an unknown convex function: L : � K 7! R. Observe vector ĝt , proxy of the gradient
such that w/ probability 1 � � :

jĝt � � i L(pt )j � C (5)

New Algorithm: UCB Frank-Wolfe.

3.3.2 Computational Perspective on Shallow Learning

Paradigm: Empirical Risk Minimization. Can't compute exact solution due to large dataset, so
instead approximate it with SGD/Neural Networks/Kernels. Need smooth functions, but most
functions aren't smooth (non-smooth kernels lead to computational di�culty). They came up with
an eigen trick to enforce smoothness.

3.3.3 Monte-Carlo Tree Search by Best Arm Identi�cation [32]

Claim: In between Bandits and AI.

Problem: �nd best move at root from samples of leaves (of a game/min-max tree). Suppose coins
at leaf that determine payo�, but coin weights are unknown. How might you solve the game?
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Can we guarantee that the learner uses a small number of samples to �nd the best policy?

When tree is depth one, it's just the multi-armed bandit (LUCB, UGapE, and so on).

One idea is to put a learner at each node in the tree and solve it hierarchically. Doesn't actually
work.

Their idea:

� Put conf. intervals at each of the leaves.

� Interpolate child intervals into the parent.

� Then, at the root, we do a typical bandit algorithm (best arm alg). Use an optimistic policy
to �gure out how to sample.

Algorithm is: (1) Correct: that is, it's ( "; � )-PAC and (2) has sample complexity of roughly:

O

 
X

l2L

1
"2 log

1
�

!

(6)

3.4 Deep Learning Spotlights

Now for some Deep Learning:

3.4.1 Deep Mean-shift priors for image restoration [10]

Goal: Restore degraded images by removing blur or noise.

Challenges: ill posed, needs prior knowledge, generic.

Their idea: Use a deep mean-shift prior given a large database of images/patches. Focus on density
estimate using denoising autoencoders.

3.4.2 Deep voice-2: Text to Speech [26]

Goal: Text to speech.

Their idea:

� Neural TTS

� Trainable speaker embeddings

� Synthesize speech from multiple speakers, augment each model with a low-dimensional speaker
embedding.

� Speaker embeddings initialized randomly.

� Majority of parameters shared between speakers.

This combination of things seemed to work! Neat.
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3.4.3 Graph Matching via MWU

Problem: GraphMatch! Find some entities in two images that match.

They have a new result that under the MWU update, the Lagrangian is monotonically increasing.
Also, the converged solution is KKT optimal.

That is: KKT = Karush-Kuhn-Tucker conditions. Dave: Worth looking at!

3.4.4 Dynamic Routing in Capsules [45]

Idea: Capsule Network.

New way of doing classi�cation. Take each hidden layer and turn it into a capsule. Each capsule is
responsible for various entities in the data.

Claim: Capsules enable networks to be equivariant.

Dave: Also, Intel hosted a party tonight at a bar near the venue with Flo Rida. We drove by it on
the way to dinner and the line was around the block. Puzzling times!
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4 Wednesday

I had some meetings so I missed the morning session.

4.1 Speaker: Pieter Abbeel on Deep RL for Robots

Played a video of a PR1 doing some household chores from the 80s(?). But! It's teleoperated. Far
more time consuming than just doing the chores yourself. However: the mechanical engineering is
there. We just need to �ll in the AI piece.

This talk: the unsolved pieces to the AI robotics puzzle:

1. Sample e�cient RL

2. Long horizon reasoning

3. Taskability (Imitation Learning)

4. Lifelong Learning

5. Leverage Simulation

6. Maximize Signal Extracted from Real World Experience

4.1.1 Sample E�cient Reinforcement Learning

Compared to supervised learning, RL has some more challenges:

� Credit assignment

� Stability

� Exploration

Deep RL has done lots of cool things: Atari, Go, Chess, Learning to Walk (all from high dimen-
sional inputs). One cool example I hadn't seen: the superball robot [44].8

Q: How good is the learning, actually?

Answer. One main weakness:hugegap in learning e�ciency (between AI/people).

Q: Can we develop faster/more data e�cient algorithms that take advantage of the world's struc-
ture?

Pieter's suggestion: Meta-Learning. Let'slearn the algorithm itself. Meta-RL! Learning to do RL.

Goal of Meta-RL is basically to search in agent space for a good agent that can solve environments
drawn from some distribution. They �rst try to explore this space in Multi-armed bandits and �nd

8https://www.youtube.com/watch?v=0eC4A2PXM-U

19



their algorithm does as well as Gittins. Apply a similar technique to some 3d mazes that involve
vision as observation and it works. Algorithms are calledRL 2, MAML , SNAIL .

Idea, based on prior experiments: Can we do end-to-end learning for parameter vector� that is
good init for �ne-tuning for many tasks? Yes! They do exactly this (paper at ICML this year).
Model called MAML[22]

New Theory: MAML is fully general.[20]
Dave: What does \general" mean? Will have to read that paper.

4.1.2 Hierarchies

At the low level, 107 time steps per day of low level control.

Pieter on how to think about hierarchies: Let's formulate Hierarchical RL as meta learning: \Agent
has to solve a distribution of related long-horizon tasks, with the goal of learning to do well across
the distribution."

4.1.3 Imitation Learning

Idea here: how can we learn from demonstrations?

Goal: one-shot imitator! How can we learn to solve a collection of related tasks from a single
demonstration? They do some block stacking variants in this paper: Duan et al. [18].

4.1.4 Lifelong Learning

Focus: continuous adaptation. That is, their formulation treats an agent to be good at dealing with
non-stationary environments. They do some Meta-Learning again and evaluate on a RoboSumo
task.

4.1.5 Leverage Simulation

A few approaches:

1. Use really accurate simulators.

2. Domain adaptation with approximate simulations.

3. Domain randomization: if the model sees enough simulated variation, the real world may
look like another simulation.

4.1.6 Yann LeCun's Cake

Learning is a cake! Where:

� Reinforcement learning is a cherry

� Supervised learning is the frosting
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