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This document contains notes I took during the events I managed to make it to at ICML in Stock-
holm, Sweden. Please feel free to distribute it and shoot me an email atdavid_abel@brown.edu if
you �nd any typos or other items that need correcting.

1 Conference Highlights

Some folks jokingly called it ICRL this year | the RL sessions were in the biggest room and appar-
ently had the most papers. It's pretty wild. A few of my friends in RL were reminiscing over the
times when there were a dozen or so RL folks at a given big ML conference. My primary research
area is in RL, so I tend to track the RL talks most closely (but I do care deeply about the broader
community, too), All that being said, these notes areheavily biased toward the RL sessions. Also,
I was spending quite a bit more time prepping for my talks/poster sessions so I missed a bit more
than usual.

Some takeaways:

� I'd like to see more explanatory papers in RL { that is, instead of focusing on introducing
new algorithms that perform better on our benchmarks, re
ecting back on the techniques
we've introduced and do a deep analysis (either theoretical or experimental) to uncover what,
precisely, these methods do.

� I'm going to spend some time thinking about what it would look like to make foundational
progress in RL without MDPs at the core of the result, (there's some nice work out there
already [30]).

� Lots of tools are sophisticated and robust enough to make a huge impact, now. If you're into
AI for the long haul Utopia style vision of the future, now is a good time to start thinking
deeply about how to help the world with the tools we've been developing. As a start take a
look at the AI for Wildlife Conservation workshop (and comp sust community1).

� Sanjeev Arora's Deep Learning Theory tutorial and Ben Recth's Optimization tutorial were
both excellent { I'd suggest taking a look at each if you get time. The main ideas for me were
(Sanjeev) we might want to think about doing unsupervised learning with more connection
to downstream tasks, and (Ben) RL and Control theory have loads in common, and the
communities should talk more.

2 Tuesday July 10th

It begins! Tuesday starts with Tutorials (I missed the morning session due to jet lag). I'll be
attending the Theory of Deep Learning tutorial and the Optimization for Learning to Control
tutorial.

1http://www.compsust.net/
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2.1 Tutorial: Toward Theoretical Understanding of Deep Learning

Sanjeev Arora is speaking.2

Some Terminology:

� Parameters of deep net

� (x1; y1) : : : ; (x i ; yi ) iid training from distribution D

� `(�; x; y ): Loss function

� Objective: arg min� E i [`(�; x i ; yi ]

� Gradient Descent:
� t+1  � t � � r � Ei [`(� t ; x i ; yi )] (1)

Point : Optimization concepts already shape deep learning.

Goal of Theory : Theorems that sort through competing intuitions, lead to new insights and
concepts. A mathematical basis for new ideas.

Talk Overview :

1. Optimization : When/how can it �nd decent solutions. Highly nonconvex.

2. Overparameterization/Generalizations: When the # parameters >> # training samples.
Does it help? Why no nets generalize?

3. The Role of Depth

4. Unsupervised Learning/GANs

5. Simpler methods to Replace Deep Learning

2.1.1 Optimization

Point : Optimization concepts have already helped shape deep learning.
Hurdle : Most optimization problems are non-convex. So, we don't expect to have polynomial
time algorithms.

Possible Goals of Optimization:

� Find critical point r = 0.

� Find local optimum: r 2 is positive semi-de�nite.

� Find global optimum, � � .

Assumptions about initialization:

� Prove convergence from all starting points� 0

2Video will be available here: https://icml.cc/Conferences/2018/Schedule?type=Tutorial .
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� Prove random initial points will converge.

� Prove initialization from special initial points.

Note: if optimization is in Rd, then you want run time poly(d;1="), where " = accuracy. The naive
upper bound is exponential in expd=".

Curse of Dimensionality : In Rd, 9 exp(d) directions whose parwise angle is> 60� . Thus,
9exp(d=") special directions s.t. all directions have angle at most" with one of these (an \" -cover").

Black box for analysis of Deep Learning. Why: don't know the landscape, really, just the loss func-
tion. We have basically no mathematical characterization of (x; y), sincey is usually a complicated
function of x (think about classifying objects in images: x is an image,y is \dog").

Instead, we can get: � ! f ! f (� ); r f � . Using just this blackbox analysis, we can't get global
optimums.

Gradient Descent:

� r 6 = 0: so, there is a descent direction.

� But, if r 2 is high, allows r to 
uctuate a lot!

� So, to ensuredescent, we must take small steps determined by smoothness:

r 2f (� ) � �I (2)

Claim 2.1. If � = 1=2� , then we can achievejr f j < " , in # steps proportional to �=" 2.

Proof.

f (� t ) � f (� t+1 ) � r f (� t )( � t+1 � � t ) �
1
2

� j� t � � t+1 j2

= � jr t j2 �
1
2

�� 2jr t j2 =
1

2�
= jr t j2

But, the solution here is just a critical point, which is a bit too weak. One idea to improve: avoid
saddle points, as in Perturbed SGD introduced by Ge et al. [18].

What about 2nd order optimization? Like the Newton Method. So, we instead consider:

� ! f ! f (� ); r f � ; r 2f � ; (3)

which lets us make stronger guarantees about solutions at the expense of additional computation.

Non-black box analyses. Lots of ML problems that are subclasses of depth two neural networks:

� Make assumptions about net's structure, data distribution, etc.

� May use di�erent algorithms from SGD.
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Figure 1: Classical story of over�tting in Machine Learning.

Problem : Matrix completion. Suppose we're given ann � n matrix M of rank r with some missing
entries:

M = U � V T (4)

Goal is to predict the missing entries. ! subclass of learning depth two linear nets! Feeding 1� hot
inputs into unknown net; setting output at one random output node. Then, learn the net! Recent
work: all local minima for this problem are global minima, proven by [19] (for an arbitrary starting
point).

Theorems for learning multilayer nets? Yes! But usually only for linear nets. Overall net: product
of matrix transformation. Some budding theory:

� Connection to physics: natural gradient/Lagrangian methods.

� Adversarial examples and e�orts to combat them.

� Optimization for unsupervised learning

� Connections to information theory.

2.1.2 Overparameterization and Generalization Theory

Guiding Q: Why is it a good idea to train VGG19 (20mil parameters) on CIFAR 10?

Overparameterization may help optimization: folklore experiment [31].

1. Generate labeled data by feeding random input vectors into depth 2 net with hidden layer of
sizen.

2. Di�cult to train a new net using this labeled data with same # of hidden nodes.

3. But : much easier to train a new net with bigger hidden layer.

4. (Still no theorems to explain this!)

But of course, textbooks warn us: Large models can \over�t":
But, recent work shows the excess capacity of networks is still there! [47]:
Hope: an explanation of these concepts will give us a better notion of a \well-trained net".
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Figure 2: Excess capacity experiment from Zhang et al. [47]

E�ective Capacity: roughly, log(# distinct a priori models). Generalization theory tells us:

Test loss - training loss�

r
N
m

: (5)

Where m = # training samples, whereas N = # of parameters, VC Dimension, Rademacher
complexity.
Worry, though: for Deep Nets, N dominates so much that this is vacuous. Idea, via proof sketch:

� Fix a network's parameters � .

� Take i.i.d. samplesS of m datapoints:

Error � = avg error on S: (6)

� By concentration bounds, for �xed net � , we get our usual concentration inequalities:

Pr(d(�; � � ) � " ) � 1 � exp(� "2m): (7)

� Complication: Net depends on training samplesS.

� Solution: Union bound over all � .

� Thus, if # possible � = W|{z}
capacity

, su�ces to let m > W="2. But then this is the same for

e�ectively all nets.

Current method of generalization theory: �nd property � that only obtains in a few neural net-
works, and correlates well with generalization. Then, we can use � to compute upper bounds on
\very few" networks, and thus lowers e�ective capacity.

Von Neumann: \Reliable Machines and unreliable components. We have, in human and animal
brains, examples of large and relatively reliable systems constructed from individual components,
the neurons, which would appear to be anything but reliable... In communication theory this can
be done by properly introduced redundancy".
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New Idea : Compression-based methods for generalization bounds, introduced at ICML this year
in Arora et al. [5]. The bound is roughly:

capacity �
�

depth � activation contraction
layer cushion� interlayer cushion

� 2

(8)

Concluding thoughts on generalization:

� Recent progress! But �nal story still to be written.

� We don't know why trained nets are noise stable.

� Quantitative bounds too weak to explain why net with 20mil params generalizes with 50k
training dataset.

� Argument needs to involve more properties of training algorithm and/or data distribution.

2.1.3 The Role of Depth in Deep Learning

Ideal Result : exhibit natural learning problems that cannot be done using depth d but can be
done with depth d + k.
Critically, we're talking about natural learning problems, which don't tend to have nice mathemat-
ical formalizations. Recent work shows this is true for non-natural cases [16].

Q: Does more depth help or hurt in deep learning?

� Pros: better expressiveness

� Cons: more di�cult to optimize

� New Result! Arora et al. [4] show that increasing depth can sometimes accelerate the opti-
mization, including for classical convex problems.

Consider regression, in particular,`p regression:

L (w) = E(x;y )� D

�
1
p

(xT w � y)p
�

(9)

Now, we'll replace this with a depth-2 linear circuit { so, we replacew by w1�w2 (overparameterize!):

L (w) = E(x;y )� D

�
1
p

(xT w1w2 � y)p
�

(10)

Why do this? Well, the path that gradient descent might take, this might be easier. Gradient
descent now amounts to:

wt+1 = wt � � t r wt| {z }
adaptive learning rate

�
t � 1X

� =1

� (t;� ) r wt

| {z }
memory of past gradients

(11)
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Figure 3: Manifold learning

2.1.4 Theory of Generative Models and Adversarial Nets

Unsupervised learning motivation: \manifold assumptions"
Goal : using a large unlabeled dataset, learn the mapping from image to codes. The hope here is
that the code is a good downstream substitute forX in classi�cation tasks.

Generative Adversarial Nets (GANs) [20].

� Motivation : Avoid likelihood objective, which favors, for instance, outputting fuzzy images.

� Instead of log-likelihood, use power of discriminative learning. item New Objective:

min
u2U

max
v2V

Ex dim D real [Dv(x)] � Eh [Dv(Gu(h))] (12)

Generator \wins" if objective � 0, and further training if discriminator doesn't help (reached equi-
librium).

Q: What spoils a GAN trainers day? A: Mode collapse ! Idea: since discriminator only learns
from a few samples, it may be unable to teach generator to produce distributionDsynth with su�-
ciently large diversity.

New insights from theory: the problem is not with # training samples but size/capacity of the
discriminator!

Theorem 2.2. Arora et al. [3] If discriminator size = N , then 9 a generator that generates a
distribution supported on O(NlogN ) inputs and still wings against all possible discriminators.

Main Idea: small discriminators inherently incapable of detecting mode collapse. Theory suggests
GANs training objective not guaranteed to avoid mode-collapse. But, does this actually happen?
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A: Yep! Recall the Birthday paradox. If you put � 23 people in a room, the chance is> 0:5 that
two of them share a birthday. Note that 23 �

p
365.

Thus: if a distribution is supported on N images. Then Pr(sample of size
p

N has a duplicate
image � 1=2.

Brie
y: New Story needed for Unsupervised Learning

Unsupervised Learning motivation: the \manifold" assumption.

Possible hole: For the code learned to be good, thenp(X; Z ) needs to be learnt to very high nu-
merical accuracy, since you're going to use the code in a down stream task. But this doesn't really
happen!

So: the usual story is a bit o�.

Food for thought:

� Maximizing Log Likelihood may lead to little unstable insight into the data.

� How do we de�ne the utility of GANs?

� Need to de�ne unsupervised learning using a \utility" approach.

2.1.5 Deep Learning Free

Consider two sentence that people �nd similar:

A lion rules the jungle.

The tiger hunts in the forest:

Problem: no words in common. So, how should we capture text/sentence similarity?

Usual story: Text embedding.

Figure 4: Text Embedding

(Ben Recht?) Linearization Principle : \Before committing to deep model �gure out what the
linear methods can do." But, Sanjeev says, Ben doesn't actually say this is his philosophy.

The point of learning a representation is that the true structure of the data emerges, and classi�-
cation becomes easy. But: the downstream task isn't always known ahead of time! So, maybe the

10



representation should capture all or most of the information (like a bag of words).

Recovery algorithm:
min jxj1 s.t. Ax = b (13)

But, Calderbank et al. [12] showed that linear classi�cation on compressed vectorAx is as good asx.

Connection to RL: simple linear models in RL can beat the state of the art Deep RL on some
simple tasks. Linearization principle, applied! See Ben's talk (next section).

2.1.6 Conclusion

What to work on:

1. Use Physics/PDE insights such as calculus of variations (Lagrangians, Hamiltonians)

2. Look at unsupervised learning! Yes everything is NP-Hard and new but that's how we'll
grow.

3. Theory for Deep Reinforcement Learning. Currently very little!

4. Going beyond (3.), design interesting models for interactive learning of language/skills. Both
theory and applied work are missing some basic ideas.

5. \Best theory will emerge from engaging with real data and real deep net training. (Noncon-
vexity and attendant complexity seems to make armchair theory less fruitful.)"

6. Hilbert: \In mathematics there is no `ignorabiums'"

2.2 Tutorial: Optimization Perspectives on Learning to Control

The speaker is Benjamin Recht.

2.2.1 Introduction: RL, Optimzation, and Control

Preface of the talk: if you grew up in continuous control, what would you want to/need to know
about Reinforcement Learning?

The games we've been successful on (Atari, Go, Chess, etc.) are too structured { what happens
when we move out of games and into the real world? In particular, move into settings where these
systems interact with people in a way that actually a major impact on the lives of lots of people.

De�nition 1 (Reinforcement learning): RL (or control theory?) is the study of how to use
past data to enhance the future manipulation of a dynamical system?

11



Figure 5: RL vs. Control

If you come from a department with an \E" in it, then you study CT, and RL is a subset. If you
come from a CS department, then you study RL, and CT is a subset.
Today's Talk : Try to unify these camps and point out how to merge their perspectives.

Main research challenge : what are the fundamental limits of learning systems that interact with
the environment?

De�nition 2 (Control Theory): The study of dynamical systems with inputs.

Example: x t+1 = f (x t ; u).

De�nition 3 (Reinforcement Learning): The study of discrete dynamical systems with inputs,
where the system is described as a Markov Decision Process (MDP).

Example: st+1 = p(st+1 j st ; a).

Main di�erence: are we discrete or continuous?

Optimal Control:

min Ee

"
TX

t=1

Ct (x t ; ut )

#

;

s.t. x t+1 = f t (x t ; ut ; et )

s.t. ut = � t (� t ):

Where:

� So, Ct is the cost. If you maximize it, it's called reward.

� et is a noise process

12



� f t is the state transition function

� � t = ( u1; u2; : : : ; ut ) is a trajectory

� � t (� t ) is the policy

Example: Newton's Laws de�ne our model. So:

zt+1 = zt + vt

vt+1 = vt + ot

mot = ut

With cost de�ned by reaching a particular location:

minimize
TX

t=0

x2
t + ru 2

t (14)

Subject to some simple constraints (time, energy, etc.). The cost function isn't given, typically{we
assume that it requires care in designing.

The example we just introduced is the \Linear-Quadratic Regulator":

De�nition 4 (Linear Quadratic Regulator (LQR)): Minimize a quadratic cost subject to linear
dynamics. In some sense, the canonical, simple problem (similar to grid world in RL?)

Generic solutions with known dynamics:

1. Batch Optimization

2. Dynamic Programming

Remember,f is the state transition function ( T from MDPs).

Major Challenge : How to we perform optimal control when the system is unknown? (Whenf
is unknown?)

So, now: recreate RL to solve this challenge.

Example: Consider the success story of cooling o� data centers { here, the dynamics are unknown.
How could we solve this?

� Identify everything: PDE Control, High performance dynamics.

� Identify a coarse model: model predictive control.

� We don't need no stinking model: RL, PID control.

PID control works: 95% of all industrial control applications are PID controllers.

Some Qs: How much needs to be modeled for more advanced control? Can we learn to
compensate for poor models or changing conditions?

13



Learning to control problem:

Ee

"
TX

t=1

Ct (x t ; ut )

#

s.t. x t+1 = f t (x t ; ut ; et )

s.t. ut = � t (� t ):

Oracle: you can generateN trajectories of length T.

Challenge : Build a controller with smallest error with �xed sampling budget ( N � T). So, what
is the optimal estimation/design scheme?
Big Question: How many samples are needed to solve the above challenge?

De�nition 5 (The Linearization Principle): \If a machine learning algorithm does cray thing
when restricted to linear models, it's going to do crazy things on complex nonlinear models,
too."

Basically: would you believe someone had a soot SAT solver if it can't solve 2SAT problems?

2.2.2 Di�erent Approaches to Learning to Control

Recall again the LQR example. Three general things that might work:

1. Model-based: Fit model from data.

2. Model-free:

(a) Approximate Dynamic Programming: Estimate cost from data.

(b) Direct Policy Search: search for actions from data.

Model-Based RL:

� Idea: Collect some simulation data, should havex t+1 � � (x t ; ut ) + vt ).

� One idea is to �t dynamics with supervised learning:

�̂ = arg min
�

NX

t=0

jx t+1 � � (x t ; ut )j2 (15)

� Then, solve approximate problem, same as LQR but usê� as the model.

Dynamic Programming:
Let's �rst suppose everything is known, and just consider the DP problem. Then, we can de�ne
our usual Q function as this expected cost:

Q1(x; u) = Ee

"
TX

t=1

Ct (x t ; ut )

#

(16)
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If we continue this process, we end up with the true recursive formulation ofQ values:

Qt (x; u) = EeCt (x t ; ut ) + min
u0

"
TX

t=1

Qt+1 (f t (x; u; e); u0)

#

: (17)

Optimal policy, then:
� k (� k ) = arg min

u
Qt (st ; u): (18)

People love LQR! Again suppose �nal cost is actually quadratic:

min E

"
TX

t=1

x t Qx t + ut Rut + xT Pt xT

#

(19)

Well, quadratics are closed under minimization, so:

Qt (x; u) = Ct (x; u) + min
u0

Et
�
Qt+1 (f t (x; u; e); u0)

�
: (20)

Because quadratics are well behaved, we get a closed form for the optimal action. A couple nice
things:

� DP has simple form because quadratics are miraculous

� Solution is independent of noise variance

� For �nite time horizion we could solve this with a variety of batch solvers

� Note that the solution is only relative to one time horizon.

Approximate Dynamic Programming
Bellmean Equation:

Q(x; u) = C(x; u) + 
 Ee

�
min

u0
Q(f (x; u; e); u0)

�
(21)

Optimal Policy:
� (x) = arg min

u
Q(x; u) (22)

Applying gradient descent yields Q-learning.

Direct Policy Search
The �nal idea: just search for good policies correctly. Basically: sampling to search.

New Problem:
min
z2 Rd

�( z): (23)

Note that this problem is equivalent to optimizing over probability distributions:

min
p(z)

E [�( z)] (24)
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Figure 6: Di�erent approaches to direct �nding a policy.

Notably, though, the above is bounded by the conditional form:

min
p(z)

E [�( z)] � min
�

Ep(z;� ) [�( z)] = f (� ): (25)

Then, we can use function approximators that might not capture optimal distribution. Can build
stochastic gradient estimates by sampling:

r f (� ) = Ep(z;� ) [�( z)r � log(p(z; � ))] : (26)

Thus, we introduce REINFORCE [44]:

1. Sample: zT � p(z; � k )

2. Compute: G(zk ; � k ) = �( z � k)r � logp(zk ; � k )

3. Update: � k+1 = � k � �G (zk ; � k ):

REINFORCE is used at the heart of both policy gradient algorithms and random search algorithms.
To do policy gradient, we replace our deterministic policy with a stochastic one:

ut � p(u j x t ; � ): (27)

Conversely, if we perturb the parametersof the policy, we get random search.

REINFORCE is not magic:

� What is the variance of the estimator of the gradient?

� What is the approximation error?

� Necessarily becomes derivative free as your accessing the decision variable by sample.

� But! It's certainly super easy.
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2.2.3 Learning Theory

What can we say about sample complexity? In particular, what can we say about the sample com-
plexity of each of the three classes of methods we introduced in the previous section? (Approximate
DP, Model-based, and Policy Search).

One idea to estimate sample complexity: do parameter counting. Shown in Table 1.

Algorithm Class Samples per iteration Parameters \optimal error after T"

Model-based 1 d2p
q

d2p
T

ADP 1 dp
q

dp
T

Policy search 1 dp
q

dp
T

Table 1: Discrete case: Approximate Sample Complexity of algorithms based on parameters.

Where the above \error" column, is a super rough approximation based on # parameters alone.

What about when we move to the continuous case? Shown in Table??.

Algorithm Class Samples per iteration LQR Parameters \optimal error after T"

Model-based 1 d2 + dp C
q

d+ p
T

ADP 1
� d+ p

2

�
C(d + p)=

p
T

Policy search 1 dp C
p

dp=T

Table 2: Continuous case:Approximate Sample Complexity of algorithms based on parameters.

Let's return to LQR and think about sample complexity. Ben ran some experiments on a double
integrator task from each of the three algorithm classes, and after about 10 samples, ADP and
model-based solved the problem, whereas Policy Gradient did very poorly.

Lance Armstrong: \Extraordinary Claims Require Extraordinary Evidence" (\only if you prior is
correct!" { Ben).

OpenAI quote on trickiness of implementing RL algorithms: \RL results are tricky to reproduce
performance is very noisy, algorithms have many moving parts which allow for subtle bugs, and
many papers don't report all the required tricks." Also see Joelle Pineau's keynote talk at ICLR.

Ben's Q: Is there a better way? Can we avoid these pitfalls? A: Yes! Let's use models.

2.2.4 Model-Based RL To The Rescue

Recall, the main idea:

1. Idea: Collect some simulation data, should havex t+1 � � (x t ; ut ) + vt ).
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2. One idea is to �t dynamics with supervised learning:

�̂ = arg min
�

NX

t=0

jx t+1 � � (x t ; ut )j2 (28)

3. Then, solve approximate problem, same as LQR but usê� as the model.

The hard part here is what control problem do we solve? We know our model isn't perfect. Thus
we need something like Robust Control/Coarse-ID control.

In Coarse-ID control:

� solve minu x � Qx subject to x = Bu + x0, with B unknown.

� Then, collect data: D = f (x1; u1) : : : (x i ; ui )g.

� Estimate B :

B̂ = min
B

nX

i =1

jjBu)i + x0 � x i jj2 (29)

� Guarantee jjB � B̂ jj � " w/ Pr 1 � � .

Then, we can translate this into a robust optimization problem:

min
u

sup
jj � B � "

jj
p

Q(x � � B u)jj ; (30)

subject to x = B̂u + x0. We can then relax this via the triangle inequality intto a convex problem:

jj
p

Qxjj + "� jjujj ; (31)

subject to the same constraint. They show how you can translate estimation error into control error
in LQR systems { sort of like the simulation lemma from [11]. Yields robust model based control:
shows some experimental results, consistently does quite well (de�nitely better than model-free).

A return to the Linearization Principle: now, what happens when we remove linearity? (QR?).
They tried running a random search algorithm on MuJocoo, and found it does better (or at least
as good as) natural graident methods and TRPO.

Bens' Proposed Way Forward: Use models. In particular, model-predictive control (MPC):

Qt (x; u) =
HX

t=1

Ct (x; u) + E
�
min

u0
QH +1 (f H (x; u; e)u0)

�
: (32)

Idea: plan on short time horizon, get feedback, replan.

Conclusions and things left to do:

� Are the coarse-ID results optimal? Even w.r.t. the problem parameters?
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� Can we get tight and lower sample complexities for various control problems?

� Adaptive and iterative learning control

� Nonlinear models, constraints, and improper learning.

� Safe explorating, learning about uncertain environments.

So, lots of exciting things to do! And it's not just RL and not just control theory. Maybe we need
a new name that's more inclusive, like \Actionable Intelligence". So, to conclude:

De�nition 6 (Actionable Intelligence): Actionable Intelligence is the study of how to use past
data to enhance the future manipulation of a dynamical system.

Actionable Intelligence interfaces with people, and needs to be trustable, scalable, and predictable.

And that's all for the day.
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Figure 7: A canonical adversarial example: guacomole cat!

3 Wednesday July 11th

Today the o�cial conference begins! The morning session included the opening remarks and a
keynote talk on AI & Security by Dawn Song | I'm still recovering from jetlag so I sadly missed
these, but if I get a chance I'll watch the videos and add some notes.

3.1 Best Paper 1: Obfuscated Gradients Give a False Sense of Security [7]

The speaker is Nicholas Carlini, joint with Anish Athalye and David Wagner.

Focus: adversarial examples.

Q: Why should we care about adversarial examples?

1. A1: Make ML robust!

2. A2: Make ML better! (Even ignoring security, we should still want ML to not make these
mistakes)

In light of the presence of these examples, prior work have looked into defenses against examples.
At ICLR this year, there were 13 defense papers: 9 white box (no theory). In this talk: we show
they're broken.

This talk: How did we evade these defenses?Why were we able to evade them?

How : 7/9 of the ICLR defenses uses obfuscated gradients.

De�nition 7 (Obfuscated Gradients): There are clear global gradients, but local gradients are
highly random and directionless.

So, new attack: \�xing" gradient descent. Idea: run the image through the network to obtain a
probability distribution. Then, run it backward through a new network, almost identical to the
original, but with obfuscated gradients. Using this we can still generate an adversarial image:
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